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ABSTRACT 

Several machine-learning models specialized in providing 

revenue protection for power distribution companies can 

be found in the literature. However, traditional 

approaches present some limits: those models, relying 

solely on internal Company data, can be blind compared 

to some types of frequent anomalies, e.g., illegal 

connections, absence of consumption drops, etc. An 

innovative approach is the combination of proprietary 

data with third party data sets, preferably linked to 

geographical coordinates, thus representing a modeling of 

the territory. By integrating multiple sources of data, it is 

in principle possible to identify inconsistencies between 

activity patterns across data sets that would otherwise be 

impossible to identify by solely relying on proprietary 

data. 

In this paper, we instantiate the idea sparked by Carlo 

Papa at Enel Foundation to combine fine-grained smart 

meter consumption data with cellular phone data records. 

The rationale for combining power consumption and 

cellular phone data is that both data sets have been proved 

to be good proxies of human activity. Hence, the 

identification of emergent activity patterns in the two data 

sets, and their spatio-temporal comparison, holds 

potential of substantially increasing the effectiveness of 

non-technical loss detection with respect to standard 

machine learning practices while opening the possibility 

to design new co-marketing & sales approach to mobile 

and electricity customers. 

INTRODUCTION 

The distribution of electricity implies a certain amount of 

loss of power that could be classified into technical and 

non-technical losses. 

 

While technical losses in power systems occur due to 

energy dissipation in electrical system components such as 

lines, transformers, connections, measurement systems, 

etc., non-technical losses rise from the fact that not all of 

the energy delivered through the distribution network and 

consumed by end users can be measured or otherwise 

properly accounted for. NTL primarily relate to 

unidentified, misallocated, and inaccurate energy flows, 

either because the end user is unknown or the amount of 

energy being consumed is uncertain. NTL can also be 

considered as undetected load of customers unknown by 

the utility. The related increased losses will show on the 

utilities accounts, and the costs will be passed along to the 

customers as distribution charges according with 

regulation. [1] 

 
The NTL are primarily caused by, but not limited to, the 
following: 
 

- Meter tampering in order to record lower 
consumptions 

- Bypassing meters by rigging lines from the power 
source 

- Arranged false meter readings by bribing meter 
readers 

- Faulty or broken meters 
- Un-metered supply 
- Technical and human errors in meter readings, 

data processing and billing 
 
It is thus clear that while technical losses depend mostly 
from the grid components, non-technical losses and in 
particular frauds, depend mainly from variables related to 
the territory in which they take place, such as social, 
economic, geographical etc. variables.  
 
The most effective way traditionally used in order to detect 
sources of NTL is to perform an inspection to the meter or 
the connection. Many methods for NTL identification have 
been studied in order to improve the detection of frauds or 
anomalies during inspections: the aim of these methods is 
to maximize the hit rate by identifying the premises in 
which the likelihood they could host a fraud or anomaly is 
the highest, thus increasing the energy recovery, and 
reducing the inspection associated costs.  
 
NTL identification methods reported in the literature fall 
into two categories: deterministic filters (i.e. dedicated 
campaign) and machine learning techniques based on data 
mining on utility master data base. While deterministic 
filters imply handcrafted rules for decision making, 
machine learning gives computers the ability to learn from 
examples without being explicitly programmed. 
Historically, NTL detection systems were based on 
domain-specific rules. However, over the years, the field 
of artificial intelligence (AI) has become the predominant 
research direction of NTL detection. AI represents a 
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flexible and adaptable approach which is well covered in 
literature and allows to analyse customer profiles, their 
data and known irregular behaviour.  
 
As said Machine Learning techniques applied to the utility 
internal master data base represent at the moment the 
cutting hedge solution in revenue protection issues. 
Nevertheless, AI based methods require high quality data 
in order to reach good levels of accuracy and reduce the 
number of false positives. At the same time it is 
fundamental that feedbacks on the inspections executed on 
field be reliable in order to avoid bias in the AI models. 
The main limitation that AI solutions are facing at the 
moment is essentially due to the fact of relying on internal 
company data to describe a phenomenon related, as 
mentioned, to the territory, i.e. to data for the most part 
external to the Company itself. In fact, there are several 
types of fraud that are hard to identify only by internal 
data, as the ones for which a consumption reference is not 
available or the ones where other variables such as supply 
events, alarms or patterns, are unknown or unmetered as, 
to give some examples: 
 

- Direct connections to the network without any 
active supply contract 

- Cases in which the manipulation takes place 
concurrently with the activation of the supply, or 
before the first register reading 

 
In order to solve the aforementioned issues we have 
developed a vision: look at the real world, especially 
outside the domain of the Company, to find variables 
closely linked to the territory and to correlate them with 
the consumption of the customers and the position of the 
meters. The more correlated variables are placed in the 
model, the more the model is effective, on the very same 
philosophy on which features (i.e. criteria) are added in the 
Machine learning system described above. The ultimate 
goal is to build an inferential engine that uses geospatial 
layers. The first stage of development for this vision, 
however, is to determine the correlated variables, and 
below is described a methodological approach to 
determine one of these correlations: the one with the 
mobile TLC traffic. 
 
It is important to point out that, before going into further 
details, a complete and integrated smart meter 
infrastructure is crucial to develop any advanced revenue 
protection system, in order to improve the process 
effectiveness with, for instance:  

- Real time and simultaneous meter readings 
- High availability of alarms and events 
- High frequency in meters readings 
- Reliable network topology information 

RELATED WORK 

Smart meter data, with as fine as 15min data consumption 

reading for each customer, is a very rich source of 

information for better understanding energy consumption 

patterns, and accordingly planning and operating the 

energy distribution network. However, the size of the data 

set, composed of thousands of yearly readings for each 

individual customer, requires the use of sophisticated data 

processing methods and machine learning algorithms to 

extract useful information.  

A number of clustering methods have been recently 

proposed for application to smart meter data. The type of 

clustering approach used is mostly determined by the 

specific application, with typical applications being 

consumer profiling [2,5], energy demand prediction [3,4], 

and so on. An important aspect of the clustering process is 

related to how to deal with temporal characteristics of the 

energy profiles. For instance, if the goal is classifying users 

depending on the amount of energy used in weekend vs. 

weekdays, only information about the magnitude of power 

consumption in a large time window (e.g., a weekend)  is 

relevant, and the clustering process is relatively more 

simple [5]. On the other hand, if the goal is, e.g., predicting 

energy demand at different times of the day, fine grained 

(say, hourly) temporal characteristic of the data set have to 

be included in the clustering process [4]. 

As mentioned in the Introduction, while smart meter data 

have been used to assist in NTL detection, even at the fine 

grain of spatio-temporal granularity this type of data by 

itself is not sufficient to enable effective detection. In fact, 

broadly speaking NTL detection would be empowered by 

a comparison between (a) expected energy activity in a 

certain area, and (b) the amount of energy use that is 

actually recorded by the smart meters. It is clear that smart 

meter data can be used only for (b), while (a) requires 

access to other sets that can be considered a proxy to 

human activity. 

Among existing data sets, cellular phone Call Data 

Records (CDRs) have been extensively used to 

characterize human activities from different perspectives 

[6,7,8]. Compared to other data sets such as credit card 

transactions, vehicle GPS traces, and so on, CDRs have the 

advantage of (i) covering a vast majority of population, 

engaged in (ii) general, day-to-day activity. As for (i), we 

observe that the penetration rate of cellular phones 

approaches 100% of the active population, not only in 

developed country but increasingly so also in the 

developing world [6]. As for (ii), we observe that while 

other data sets record human traces related to a particular 

activity (e.g., buying goods with a credit card, or traveling 

on a GPS-equipped vehicle), CDRs records time and 

location of users engaged in general daily activities, and 

can thus be considered a better predictor of general human 

activity in an area with respect to other data sets. In 

particular, it has been extensively shown in the literature 

that CDRs allow a very accurate prediction of home and 

work location [6], which are the primary loci where NTL 

would take place. 

To our best knowledge, the one reported herein is the first 

attempt to use smart meter data in combination with CDRs 

to improve the effectiveness of NTL detection. 
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PROPOSED METHODOLOGY 

The main idea proposed in this paper is to combine smart 

meter data with CDR data to improve the effectiveness of 

NTL detection. The idea is motivated by the outlined 

limitations of NTL techniques based only on smart meter 

data, and by the fact that, among third party data sets, CDR 

have the best potential of providing a good estimation of 

human activity in urban environments.  

The high-level description of the proposed methodology is 

reported in Figure 1. At step 1, spatio-temporal features of 

both smart meter data (SMD) and CDR are analyzed. It is 

important to observe that, in order to increase the potential 

of NTL detection, both spatial and temporal features of the 

recorded data should be exploited, which implies the 

adoption of clustering and machine learning methods for 

SMD that aims at detecting temporal consumption 

patterns, such as those reported in [4]. Similarly for CDR, 

where methods for extracting temporal features of human 

activity have been proposed, e.g., in [10].   

The outcome of step 1 is a collection of spatially 

distributed energy profiles (from SMD) and human 

activity profiles (from CDR). The goal of step 2, which is 

the key step of the methodology, is establishing a 

framework for comparing the obtained profiles, with the 

goal of identifying outliers, i.e., regions of the city/area of 

interest where statistically significant deviations between 

the energy and human activity profiles are detected. The 

set of so identified outliners is the input to the next step of 

the methodology, where traditional energy loss enquiry 

methods (e.g., sending a crew on the field) are put in place 

in the identified regions to verify whether the detected 

discrepancy between energy and human activity 

behaviours are actually the result of NTLs. 

 

Building energy and human activity profiles 

The first step of the methodology consists in building 

profiles for both the energy and human activity data. 

SMD is characterized by a temporal resolution as high as 

15min intervals, which would allow building a very 

accurate temporal profile of energy use. On the other hand, 

for reasons related to the cost of communicating and 

storing data, SMD is often recorded with a lower temporal 

resolution. On the other hand, if the goal is detecting NTL, 

a minimal temporal resolution in the order of an hour is 

needed to enable the characterization of, e.g., daytime and 

night-time energy consumption patterns. In fact, it is well 

known that human activities have very distinct daytime 

and night-time profiles [10], which could be used for 

comparison with profiles extracted from SMD. The spatial 

granularity of SMD is, on the other hand, very accurate, 

going down to the level of the single household and/or 

commercial/industrial customer. However, privacy 

concerns, related to the fact that SMD might be shared with 

a third party in order to execute the methodology 

illustrated in Figure 1, might impose a certain level of 

spatial aggregation, thus reducing the spatial accuracy. 

This point is further elaborated in the next section. 

CDR data typical comes in one of the following forms: i) 

call records; ii) network records; iii) location records. In 

case of i), a record is generated each time the user performs 

a phone-related activity such as incoming or outgoing call, 

send/receive text messages, use data connection, etc. The 

generated record typically contains user ID, user activity, 

time, and location record which is derived from the base 

station ID to which the user is currently connected. In case 

of ii), a record is generated for each network connection 

event, such as connection to a new base station, periodic 

pinging of the current base station, etc. These events are 

routinely occurring in cellular networks, as they are 

needed to keep track of the current location of the user in 

the network. The generated record contains similar 

information as in i), where again the location information 

is derived from the ID of the base station to which the user 

is connected. Finally, case iii) refers to data generated 

when the GPS receiver on the phone is enabled, and 

location-based services are active. In this case, the record 

contains location information derived from the GPS 

receiver, expressed as (lat, long) coordinates. 

The temporal granularity of CDR depends on the type of 

record stored. In case of type i), the recorded activity is 

typically bursty in nature, with spikes of intense activity 

followed by longer intervals of little or no activity. In case 

of ii), since what recorded is not directly related to phone 

usage, but more generally to the position of the phone 

Figure 1. Methodology for NTL detection based on integration of SMD and CDR data. 
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holder in space, we typically have a more regular and 

dense recording of user activity. Case iii) has typically the 

best time granularity as it is determined by the GPS 

receiver, that typically store records every second, or a 

few. In terms of spatial granularity, records of type i) and 

ii) have similar features, with an accuracy essentially 

depending on the density of base stations. An estimation 

of the achievable spatial accuracy can be obtained by 

building a Voronoi tessellation of the area of interest 

starting from the position of the base stations. Once the 

tessellation is built, the average area of the Voronoi cells 

gives a good understanding of the spatial accuracy that can 

be expected. Spatial accuracy in the order of few hundred 

meters is typically achieved in dense urban areas (where 

base station deployment is relatively denser), while an 

accuracy in the order of a kilometer is typical of sub-urban 

and rural areas. On the other hand, records of type iii) have 

much better spatial accuracy as enabled by the GPS 

receiver, which has a typical resolution in the order of few 

tens of meters.  

While more desirable from both the temporal and spatial 

resolution viewpoint, records of type iii) require the user 

to activate the GPS receiver, which is only done by a 

minority of users, and often for a limited time. As a 

consequence of this, the user base coverage provided by 

type iii) records is typically at least an order of magnitude 

lower than what provided by type i) and ii) data. 

Given the discussion above, the spatial and temporal 

granularity used to build energy and human activity 

profiles should be determined in a way that enables 

comparison of the different profiles. While both SMD and 

CDRs display similar temporal granularity with, e.g., the 

unit of one hour being very reasonable for both energy and 

human activity characterization, the choice of the spatial 

scale of analysis is less obvious. Generally speaking, the 

methodology reported in Figure 1 is designed to identify 

areas where NTL is likely to happen, to enable a narrowly 

focused use of more traditional NTL enquiry methods in 

those areas. The size of the area should be on one hand 

small enough to significantly scope down the search region 

for possible NTLs, while at the same time being large 

enough to enable the creation and the statistically 

significant comparison of the energy and human activity 

profiles. A reasonable choice for the spatial scale of 

analysis is the finer level of spatial aggregation possible 

for CDR data, which as discussed above can be roughly 

estimated as the average size of a Voronoi cell in the area 

of interest. So, detection areas in the order of few hundred 

meter squared (block level) in urban dense environments, 

or of one square kilometer (neighbourhood level) in sub-

urban environments seem appropriate. 

 

Comparing profiles 

The second step of the methodology consists in performing 

a statistically accurate comparison of the energy and 

human activity profiles built in the previous step. As 

discussed above, energy and human activity profiles 

should be built using similar (ideally, the same) units for 

temporal and spatial analysis, so to ease a direct 

comparison of the two profiles. A crucial choice in this 

step is selecting features of the profiles that enable an 

effective identification of outliers. A promising candidate 

is looking at activity patterns occurring in what are the 

home/work locations of a user. The rationale is the NTLs 

are likely to occur at either residential or commercial 

locations, most likely overlapping with somebody’s home 

or work location. Thus, by building human activity profiles 

by considering only records recorded at home or work 

location, it should be possible to remove noise and obtain 

a more accurate characterization of the human activity 

profiles in an area. Separate profiles should also be built 

for weekdays/weekend periods, as well as for night 

time/daytime.  

Given the above discussion, the outcome of step 1 can be 

interpreted as giving in input to step 2, for each unit Si of 

spatial analysis, a number of energy profiles Ei,1, …, Ei,k, 

with corresponding activity profiles Ai,1, ..,Ai,k. For 

instance, if we consider separate profiles for (weekday, 

daytime), (weekday, nightime), (weekend, daytime), 

(weekend, nightime), we have k=4, and four pairs of 

profiles can be compared for each spatial unit. Let us now 

assume a number synthetic metrics r1, r2, .. are derived 

from each profile, where rj could be, e.g., the aggregate 

energy/activity value recorded in the profile, or the 

average/std deviation, and so on. For each candidate metric 

rj, we select the one that displays the highest correlation 

between (rj(Ei,h), rj(Ai,h)), i.e., between the same metric 

computed on the two corresponding profiles.  The 

correlation is computed considering the entire area of 

analysis, i.e., considering all the spatial units Si. The 

rationale here is that, for the proposed methodology to 

work, the metrics rj extracted from the energy and human 

activity profiles should be highly correlated, so that the 

(relatively few) places where a high discrepancy is 

observed become candidate areas for NTL detection.  

After the appropriate metric extracted from the profile is 

selected, by spanning the index i of all spatial units it is 

possible to build the distribution of the deviation ∆(rj(Ei,h), 

rj(Ai,h)) observed between the metric for the corresponding 

profiles. Depending on the shape of the obtained 

distribution, the most appropriate outlier detection method 

can be selected, drawing upon the vast literature on this 

topic [10].  

 

NTL detection 

The final step of the methodology consists in using 

traditional NTL fraud detection techniques, but, instead of 

looking at the entire area of the city/region, looking only 

at the outlier spatial units obtained after step 2. By the very 

definition of outlier, those would account for only a very 

small fraction of the entire area under study, typically well 

below 5%. Thus, the potential of the methodology lies in 

the ability of significantly narrowing down the scope of 

application of traditional, expensive NTL detection 

techniques, with a corresponding reduction in cost. On the 

down side, NTL could occur also outside the outlier 
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regions identified by our proposed methodology. 

However, these losses are likely of lesser entity, or more 

spatially dispersed, than the ones occurring in the outlier 

regions, making the use of traditional NTL detection 

techniques in those area ineffective or too expensive. 

FINAL CONSIDERATIONS 

In this paper, we have proposed a novel methodology for 

NTL detection that leverage combination of energy and 

human activity data to significantly narrow down the area 

where traditional, and expensive, NTL enquiry methods 

are applied. The potential for cost reduction with respect 

to traditional methods is substantial, especially 

considering the fact that, by constantly monitoring energy 

and human activity profiles, it is in principle possible to 

have effective NTL detection without the need of 

continuously modifying the rules as in expert-system 

based methods.  

However, in order for the proposed approach to become 

operational a number of technical and procedural 

challenges are still to be addressed. From a technical 

viewpoint, the proposed method builds upon the 

assumption that it is possible to build profiles and select 

metrics that display a very high correlation between energy 

use and human activity. While widely believed to be true, 

this correlation is yet to be demonstrated on real data sets. 

A challenge to achieve this validation is related to the 

difficulty of acquiring data sets from different sources that 

refer to the same region and time period. 

From a procedural viewpoint, privacy regulations and 

internal data protection policies might hamper a single 

party to get access to both data sets. In particular, NTL 

should likely be done by the energy provider, which would 

then be in need of acquiring CDR data from a third party 

provider. The costs related to such acquisition may 

noticeably reduce the expected economic benefit of the 

proposed NTL detection methodology. However energy 

provider and mobile operators, based on the novel 

methodology we have defined, could find converging 

interest in new co-marketing & sales approach to their 

common customer base.  
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