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ABSTRACT 

A distribution utility has to deal with several customer 

calls regarding grid maintenance or energy issues. 

Generally, when the proper channels receive a call from 

the customers, the reported issue pass through a screening 

phase and, in the end, a maintenance team is sent to the 

location to solve the problem. However, not all problems 

are responsibility of the company, generating an 

unnecessary displacement for the maintenance team, a 

problem denominated as “improper dispatch”. Improper 

dispatches generate high costs regarding fuel and logistic. 

Besides, a high number of improper dispatches can result 

in heavy penalties to the company since the staff is not 

available to attend customers that really would need 

assistance. For tackling this problem, we propose a 

supervised machine learning solution that uses the 

customer calls information to classify when a call is 

improper or not. Our first results indicate that our model 

achieves up to 80% of assertiveness within a real dataset 

from the industry. In this work, we show how we built this 

model, pre-processed the information and, how this 

solution can be applied to decrease maintenance costs 

inside an energy company. 

 

INTRODUCTION 

A distribution utility has to deal with several customer 
calls regarding grid maintenance or energy issues. For 
instance, the customer's house energy suffers an 
interruption due to a failure in the distribution system. 
The agents receive these calls on a daily basis through 
proper channels. Generally, the agent receives a customer 
call and then this reported issue pass through a screening 
phase. Hence, the agents responsible for collecting data 
about the call can analyze the customer information. In the 
end, the agents decide whether a maintenance team should 
be sent or not to the customer address to solve the problem. 
 
This decision takes into account two main information: the 
indicative of the call being an improper dispatch, and the 
risk regarding the decision of not sending a maintenance 
team. However, not all problems are responsibility of the 
company. Thus, there are problems reported by the 
customers that are out of the company's scope. For 
example, the customer's house energy turned off due to a 
broken tree. Since the problem of broken trees in a street 
is a task for a municipality agency, this problem does not 
belong to the company. This type of problem is 

denominated improper dispatch. The problem causes an 
unnecessary displacement for the maintenance team.  
 
Improper dispatches generate high costs regarding fuel and 
logistic since the unnecessary displacement contributes to 
wrong schedule planning for the maintenance team. 
Moreover, a high number of improper dispatches can 
result in heavy penalties to the company since the staff will 
not be available to support the customers, creating a delay 
in the maintenance services. The higher is the attendance 
delay, the higher is the penalty. Therefore, the decision to 
dispatch a maintenance team follows two questions:  
1) What is the chance of the call be an improper dispatch? 
2) What is the cost if a maintenance team is not sent? 
 
Therefore, we propose a real-time information system that 
uses a supervised machine learning (ML) algorithm along 
with a model predictive control (MPC) technique. The 
system uses the customer calls information and historical 
data to recommend when a maintenance team should go to 
the problem location. The first version of the system was 
capable of achieving 80% of assertiveness regarding true 
positives (proper dispatches) and halved the number of 
false positives (improper dispatches). Thus, RDI is capable 
of drastically reducing operation costs. 
 
 

STOCHASTIC RESOURCE ALLOCATION 
Resource allocation problems are present in many areas, 

from health to computer science. Such problems are 

classified as deterministic or stochastic. For instance, 

ambulance and maintenance team dispatches are stochastic 

decision problems. These problems can use a binary 

controller to indicate whether the task should have a 

resource allocated. Besides, these systems can have a 

reliable or unreliable allocation. 

 

We are studying a class of stochastic systems in which 

there is a limited amount of available resources. Hence, it 

is important to prioritize tasks to optimize the resources 

allocation. This optimization problem can be modelled as 

a cost function. It represents costs of allocating or not 

allocating a resource to each task. These costs can be 

represented as gasoline, man/hour on an ambulance, 

maintenance teams dispatches or energy consumed by a 

processor allocated for a task.  

 

On other hand, costs of not allocating a resource are 

generally associated with penalties for not doing a task. 

For instance, in an energy distribution scenario, a 

regulatory agency gives a penalty to a distribution utility 
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due to a long period of time that customers stay without 

electricity in their homes. Other examples include letting 

possible high-risk ill people without medical. The ML is 

applied in this context in order to periodically identify the 

process and to classify tasks on predefined classes in order 

of being prioritized. 

 

These processes can also be time variant such as rocket 

trajectory control (as the model varies with the gas 

consumption and changes on gravity) or trajectory 

calculation of autonomous cars (model changes on the 

terrain and gas consumption). 

 

In this work, the resource allocation problem is related 

with the profile of customer calls to solve energy 

distribution problems which varies along the year and with 

climate changes. The resource allocation prioritization can 

be applied in stochastic systems by MPC, adding both 

costs and classification algorithms along with a Markov 

chain prediction model. 
 

RELATED WORK 

Several applications using ML algorithms are applied for 

dispatch management. For instance, a support decision 

system for dispatching of trucks loaded with ready mixed 

concrete [12]. The authors applied decision trees, rule 

induction, and compared with an operation manager, 

obtaining superior results. Another related work analyzes 

sound data collected by microphones attached to the 

businesses in edges [17]. Thus, when an anomaly data is 

detected, it automatically sends a maintenance.  

 

Another example of support decision system proposes to 

tackle predictive maintenance problems in the electric 

power distribution systems [2]. The authors intended to 

build a system capable of performing analysis, simulation, 

planning, and operation of maintenance and customer 

services in electric power distribution systems. Another 

relevant related work is the decision support system built 

for making decisions regarding the problem of dispatching 

ambulances for emergency medical services [15].  

 

The authors of [15] propose a system that applies agent-

based modelling and simulation concepts in evaluating 

different approaches to solve ambulance-dispatching 

decision problems under bounded rationality. Thus, it 

investigates the effect of over-responding, that is, 

dispatching ambulances even for doubtful high-risk 

patients on the performance of equity constrained 

emergency medical services. The authors developed two 

different dispatching policies: first, a policy based on 

maximum reward, and second, a policy based on the 

Markov decision process formulation. 

 

 

 

THE RDI DECISION SUPPORT SYSTEM 
The RDI system supports operations centre in dispatch 

decision problems. The system uses historical data for 

training the supervised learning algorithm and receives 

real-time data regarding the incoming calls. Since supports 

operators that need to make decisions about maintenance 

dispatches 24 hours per day the system was built on top of 

the lambda architecture, illustrated in Figure 1. 

 

Lambda architecture takes into account that a system has 

three layers: the hot path (real-time processing), cold path 

(batch processing), and the service layer, as illustrated in 

Figure 1(a). Hence, the following flow represents a lambda 

architecture: data is acquired (1) and distributed to the real-

time processing layers (4) and for the batching processing; 

the real-time layer is a fast processing layer that ingest 

small amount of real-time data. 

 

On the other hand, the batch layer has a higher latency 

since it process much more data, generally, historical data. 

Later, this information enters in the service layer (3) 

through specific queries (5). Figure 1(b) illustrates the 

entire process. 

 

 
 

In the first layer, RDI works in the same workstation of the 

systems used by operators. The second layer contains an 

API responsible for communicating with the first layer and 

the third one. The API receives actions from the RDI 

system and process the ML and MPC algorithms with data 

retrieved from the several databases from the operations 

centre. After that, the API returns the response to the RDI 

system. 

 

Two modules compose the RDI system: a ML module and 

a MPC module. The ML module is responsible for giving 

the probability of a proper/improper dispatch. The MPC 

module is responsible for calculating the risk of 

dispatch/not dispatch a support team. This risk is related to 

the cost associated if an operator does not send a support 

team to the customer. Furthermore, the risk is also 

associated with the importance of the call. For example, 

for a distribution utility, a hospital without energy is more 

important than a house with the same problem. 

 

A supervised learning algorithm denominated extreme 

gradient boosting (XGBoost) [7] composes the ML part. 
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The algorithm is scalable since it runs up to ten times faster 

than other popular solutions on a single machine and scales 

to billions of examples in distributed or memory-limited 

settings. Besides, since XGBoost is easily explainable, this 

algorithm seems to be suitable for applying in generic 

fields with convincing results. The probability of 

proper/improper dispatch calculated by the ML module is 

also applied as part of the cost function in the MPC 

module. 

 

The MPC module is responsible for evaluate the costs to 

send or not a support team to support customers.  The MPC 

is an algorithm that tries to obtain a control law that 

minimizes an objective function [6]. Building a MPC 

control strategy demands three main items: a predictive 

model, an objective function and a procedure to obtain the 

control law [14]. For this work, the  predictive  model  was  

designed  using  a  Markov  chain  process,  a  discrete 

model where the next state depends on the current state. 

 

Figure 2 illustrates the communication flow within the 

architecture. There are three main components: the first 

component is the local computer where the RDI app is 

installed. The second component is the server containing 

the API and the mathematical modules (MPC and ML). 

The last component is the database server with a main 

database containing all selected tables from the several 

different application databases.  

 

 
 

EXPERIMENTS 

The dataset applied in this work was extracted from the 

call center databases from the distribution utility CPFL 

Energy. The extracted dataset contains 248,570 registers 

with seven attributes: neighbourhood, city, property type, 

number of recent calls, weather, problem description and 

event priority.  

 

A ML module and a MPC module compose the system. 

The ML module is responsible for classifying whether an 

occurrence should generate a dispatch or not and the 

probabilities associated with this classification. The MPC 

module is responsible for indicating the risk of not 

dispatching a maintenance staff.  For ML experiments, we 

divided data in 80% for training and 20% for testing. 

Beyond the overall accuracy, the chosen metrics to assess 

the results were macro-F1, for measuring the quality of 

intraclass classification, and the Matthews correlation 

coefficient (MCC) [13] to measure how the system 

classifies the minority class, since this dataset is 

imbalanced. 

 

For the MPC experiments, data was divided in 20% for 

training and 80% for tests, and the predicting horizon of 

the MPC's objective function was set to a short sighted 

N=1 for this first experiment. That means the Markov 

chain will predict the changes on the current number of 

events just on the next state. 

 

RESULTS 

Table 1 shows the confusion matrix for the results of the 

ML model on the testing data. The quantity of improper 

dispatches correctly classified (true negative) was 72%, 

whilst the dispatches that really need support (true 

positives) suffered a small decrease, about 12%.  

 

 
 

The overall accuracy was 74.38% and the MCC result was 

0.43. These results corroborate that the algorithm correctly 

classifies a high number of true positives whilst still 

maintaining a good accuracy for correctly classifying true 

negatives. Macro F1-score was 0.66, which indicates a 

reasonable quality in the predictions since the model 

achieves good precision values in the first events and 

decreases whilst new events are generated. 

 

Regarding the MPC model a state was defined as three 

features: number of events unsolved in the last 15 minutes, 

the current climate condition (as “normal”, “cloudy/rainy”, 

and “storm”) and the period of the day (“dawn”, 

“morning”, “afternoon” and “night”). Only 20% of the 

whole dataset was used on the training phase and the rest 

80% was used to the test phase. The online update of the 

transition matrix was implemented as well. 

 

This preliminary study was performed with a short 

prediction horizon set to H=1. Mean percentage error was 

8.08% with a correlation R=0.9967. The results shown in 

Table 2 are from a state where 46 events were currently 

opened and Markov chain model predicted that 5 events 

would be opened on the next state as proper dispatches. 

Events enumerated from 1 to 46 are the currently opened 

events and the 47 to 51 are predicted events. 

 

Column “\%I.D.” on Table 2 contains the machine 

learning output, the percentage of improper dispatch 

associated to that event. Recommendation of dispatching 

or not dispatching are presented in the column “Dispatch” 
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and the real classification is presented on column 

“Improper Dispatch”. 

 

 
 

The first results was capable of achieving up to 80% of 

assertiveness and decreased the number of false positives 

by 43% in comparison with the trained operators. Hence, 

it reduced the cost of millions of dollars by year and 

improved the logistics regarding the dispatch of the 

maintenance team. The disadvantage of the system is that 

the model needs periodic retraining with historical data 

and for this reason, its deployment is more complicated. 

 

Regarding the Markov chain model results, the process 

resulted in a high correlation R = 0.9982 with a percentage 

mean error of 5.9085%. However, a good correlation not 

always means a good agreement between dataset. The 

minimization algorithm chooses the best setup re-solving 

the highest risk events.  MPC also decides to save five 

maintenance teams to solve the next five predicted events, 

which were higher risk events in that prediction horizon. 

The combination of MPC along with ML was promising. 

For example, the strategy correctly prioritized proper 

events and resulted in an increased 41.61% of avoided 

costs by sending the maintenance teams to the highest 

costs events. 

 

Figure 3 shows the application screens. Figure 3(a) shows 

the app in details. The first column represents the risk of 

not dispatch a maintenance team. It uses three different 

colors for representing the risks: red means high risk; 

yellow means average risk; and green a low risk. Second 

column represents the IDs of the events while the third 

column shows the probabilities of the events marked as 

improper dispatch. Decision is made using these columns.  

 
Figure 3. Application screens 

CONCLUSIONS 

In this work, we introduced a decision support system, 

denominated RDI, built for reducing the quantity of 

improper dispatches. We showed that combining 

techniques from two different fields such as ML and MPC 

bring interesting and reliable results for resource planning 

problems. We validated the RDI through a real scenario 

and the system helped not only to highly reduce the 

dispatch costs but improved the logistics of the operations 

centre. 

 

Results with the MPC were promising. On the example 

state, MPC decided to save 5 of the 16 maintenance teams 

available in order to solve the 5 events predicted, which 

turned out to be high priority. The solution correctly 

prioritized proper events and resulted in an increased 

41.61% of avoided costs by sending the maintenance 

teams to the highest costs events. 

 

Regarding ML module, RDI was able to reduce the 

number of improper dispatches up to 72% while keeping 

an overall accuracy of 88% for the proper dispatches. 

However, it is expected that 100% of proper dispatches 

needs to be identified, thus improvements on the model are 

needed. Finally, we highlight some directions for further 

research: 

1. Density approaches aiming to reduce the bias of 

the learning model induced by the similar 

customer's calls contained in the stream [8]; 

2. Since some characteristics of this real-time 

dataset are non-stationary, learning models for 

concept-drift can improve the results [9]; 

3. Development of better MPC objective function 
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with other assumptions such as the total time that 

a customer does not have energy by month and 

the customer's location. 
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