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ABSTRACT 

To verify delivery of demand response (DR) at low- and 

medium-voltage levels, forecasts of consumption assuming 

no DR, hereafter called a baseline, are required. In this 

paper, we show how a baseline is made, investigate some 

of its use cases, and use it to evaluate real-world demand 

response activations in the EcoGrid 2.0 project. EcoGrid 

2.0 is a demonstration of aggregators controlling the heat 

pumps and electric heating in 800 houses in Denmark and 

bidding this DR into TSO and DSO test markets. 

Preliminary analysis of the DR available in the project, 

using baselines, shows significant flexibility: residential 

demand can be reduced by up to 40% or increased by 

200% for one hour, albeit with a high level of uncertainty 

in the delivery. 

INTRODUCTION 

Demand response (DR) is becoming an essential asset 

when integrating renewable production and electrification 

of heat and transport in a cost-effective manner. To 

evaluate if DR was delivered as expected, a baseline can 

be used by the TSO, DSO or balance responsible party 

(BRP) to determine what the load would have been, absent 

any DR. 

 

Historically, a BRP makes load forecasts for a large 

portfolio in the day-ahead market, and deviations from 

these equate to the energy traded in the balancing market. 

However, as new market constructions arise, with separate 

DSO market clearings and different BRP responsibilities 

being proposed [1], a single load forecast does not have the 

detail required to verify intraday activations from smaller 

customer aggregations. 

 

In the case of a DR coming from distributed energy 

resources (DERs) with dedicated metering, a baseline can 

be used to separate the DER’s residual consumption or 

production, for example consumption bought in the day-

ahead market, from activation in other markets. If a BRP 

uses thousands of small DERs in their portfolio to deliver 

a larger service, baselines can be used internally to 

evaluate the performance of smaller subsets of the 

population. 

 

It is especially at distribution level that baselines are an 

indispensable tool to ensure proper aggregator behaviour. 

In many countries, volumetric distribution tariffs and 

subsidized connection charges due to the high diversity 

factor of private electricity consumers mean that 

aggregators can, in theory, cheaply game a DSO market by 

causing the congestion they are subsequently paid to 

remedy. If data exists from before an aggregator took 

control of assets, then baselines for normal operation can 

be used by a DSO to penalise aggregators exhibiting such 

behaviour. 

 

In this paper, we will show how a baseline is made, discuss 

some use cases for it, and how we apply it to evaluate real-

world DR activations in the EcoGrid 2.0 project. EcoGrid 

2.0 is a research and demonstration project on the Danish 

island of Bornholm, where 800 houses are fitted with 5-

minute metering and smart control of heat pumps, electric 

resistive heating and hot water boilers. Aggregators 

activate demand response using direct control of these 

devices and sell the DR on a market platform serving the 

intraday TSO markets and a new DSO market for 

congestion management. EcoGrid’s DSO market uses DR 

to delay or completely avoid the grid reinforcement 

required as load profiles evolve due to growing renewable 

energy sources (RES) and electrification. 

METHOD 

We use standard load forecasting techniques [2] to create 

baselines where training datasets do not include periods of 

DR activation. Due to the ongoing roll-out of smart meters, 

time-series lasting several years are available in many 

parts of Europe. In EcoGrid 2.0, time-series in a five-

minute resolution are aggregated to form the basis of 

training dataset. The full model for demand can be 

expressed in linear model form as: 

 

𝑐𝑡 = �̃�𝑡
⊺�̃�𝑧 + 𝜒𝑡

⊺�̃�𝜒 + 𝜖t = 𝒙𝑡
⊺𝜽 + 𝜖t 

 

where 𝑐𝑡 is the observed consumption of several smart 

meters at time t,  𝑧 is an array of exogenous variables such 

as weather, holidays, and a Fourier series, and 𝜒 is an array 

of important interactions between exogenous variables. 𝜖 

is the mismatch between the observed and modelled 

consumption. Assuming the model captures all physical 

aspects of the model, then 𝜖 should be normally distributed 

white noise. 

 

Inference of the model can be performed to estimate the 

influence of exogenous variables on demand, such as how 

demand changes due to ambient temperature (thereby 

inferring consumption due to electric heating) and solar 

irradiance (thereby inferring negative consumption due to 

photovoltaics). 
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To find the parameters of the model, 𝜽, and ensure that 

they are not overfitted, an elastic net is employed. The 

objective of this is 

 

min∑(𝑐𝑡 − 𝒙𝑡
⊺𝜽)2 + 𝜆(𝛼𝜽2 + (1 − 𝛼)|𝜽|)

𝑇

𝑡=1

 

 

The elastic net builds upon a conventional least squares 

regression with Lasso (|𝜽|) and Ridge Regression (𝜽2) 

parameter penalisation [3], where 𝜆 governs the overall 

strength of the penalisation and 𝛼 dictates how much of 

each type of penalisation to use. 𝜆 and 𝛼 are found using a 

ten-fold cross-validation, performed several times for a 

range 𝛼 values between 0 and 1. The combination of 𝜆 and 

𝛼 that give the lowest mean square error on the validation 

fold is chosen before finding 𝜽 with the full dataset for 

training. 

 

With the baseline trained and applied to unseen exogenous 

data for the period under investigation, the scheduled load 

forecast can then be inferred from adjusting the baseline 

during the hours for which a well-defined amount of DR 

will be activated. Methods to identify how much DR can 

be activated in the EcoGrid project are available in [4].  

 

If we assume that load with DR is as predictable as load 

without DR, then the prediction interval for the baseline 

will have the same width as a prediction interval for the 

scheduled load forecast. This prediction interval is found 

by bootstrapping historical errors [5] for different time 

intervals. 

RESULTS 

Maximum DR tests 

In the initial phases of the EcoGrid 2.0 demonstration, tests 

were performed with the objective of identifying the 

maximum amount of energy that could be shifted in time, 

while keeping the temperature within user-defined comfort 

bounds – typically 22±1°C. Figure 1 shows two activations 

of DR, where the objective was to reduce load as much as 

possible from 384 houses with heat pumps. At 9am, the 

load is reduced from about 850kW to 500kW – a reduction 

of about 41% – for one hour. Twelve hours later, at 9pm, 

a similar test was carried out, although only for 45 minutes, 

reducing the load by a slightly smaller amount from 

850kW to 575kW. 

 

Figure 2 shows an example of a load increase test. Here, 

312 houses with resistive electric heating are controlled by 

an aggregator to increase consumption by as much as 

possible, while keeping the heated area within a 

comfortable temperature range. At 1pm, the load increases 

from about 240kW to over 800kW, an increase of over 

200%. 

 

The size of DR shown here is significant when compared 

with existing DR deployments [6], which typically reach 

9% of the peak load, although the short duration of the 

examples here make a direct comparison difficult. It is also 

noteworthy that during the 2017-2018 heating season, 

there were only two complains about indoor temperature 

comfort, and both came during periods where testing was 

not being performed. This suggests that the intended goal 

of DR in EcoGrid 2.0, to shift consumption without 

impacting comfort, is being achieved. 

Figure 1 - Two load decrease test performed with 384 houses 

with heat pumps on 2018-01-22. The shaded area around the 

baseline is the 95% prediction interval. 

Figure 2 - A load increase test with 312 houses with resistive 

electric heating on 2017-11-24. 
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Scheduled DR tests 

For DR to participate in energy markets, precise amounts 

of DR need to be activated. Figure 3 shows three examples 

of DR activation where a precise setpoint was targeted. In 

the first, a 100kW reduction in load was targeted for an 

hour between 10 and 11am. The second example shows an 

attempted reduction in load of 100kW for an hour between 

9 and 10am. Finally, the third example is an attempted 

reduction in load of 148kW between 6 and 7am. The first 

two examples show the demand changing as expected and 

within the 95% prediction interval, the shaded area around 

the scheduled load. The rebound – that is the period after 

the initial activation where energy is shifted to – lies 

significantly outside of the prediction interval for 30-40% 

of the hour during which it was expected that the rebound 

would last. In example 1, the rebound has a large peak that 

lasts for 10 minutes and is 25kW beyond the prediction 

interval. Such a peak may cause congestion for the DSO, 

who could rely on a baseline to incentivise or penalise 

aggregator behaviour in this case. 

 

The third example is one where either the baseline was a 

completely inaccurate estimate of the load without DR, 

and/or where the DR did not meet expectations. It is likely 

to be a combination of both effects, since the baseline has 

a systematic error during the hour before activation and the 

instantaneous change at the start of activation is about 

75kW – significantly less than the targeted 148kW. 

 

Work to improve baseline accuracy and DR precision are 

ongoing, with improvements expected as more data is 

collected. The 5-minute smart meters that EcoGrid 2.0 

houses are equipped can also be a factor in results looking 

noisier than they would with 15-minute and hourly 

metering – the peaks seen in the rebounds in Figure 3 

would reduce due to the smoothing nature of lower time 

resolutions and would still be compatible with today’s 

energy markets. 

Uncertainty of DR 

Figure 4 shows a summary of 72 tests DR precision tests, 

where a reduction in load was scheduled, during January-

April 2018 for around 400 houses equipped with heat 

pumps. The low 𝑅2 value indicates that observed DR is 

poorly explained by the variation in scheduled DR 

setpoints. However, we still consider this a successful 

result, as there was only one negative outcome – that is, an 

increase in load when a decrease was scheduled – for any 

Figure 3 - Three examples of a scheduled DR activation, where 

the aim is for the observed power is to hit the scheduled load 

schedule. 
Figure 4 - Uncertainty of DR for 72 tests of heat pumps in 

residential homes during January-April 2018. 
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of the tests. The gradient of the line of best fit suggests that 

the observed DR is smaller than the scheduled DR, 

something that is currently being investigated, and may be 

solved by having a greater number of DERS in reserve. 

 

During periods of no DR activations, we noticed that the 

baseline uncertainty appeared to be highest at the middle 

of the day. Figure 5 shows that bootstrapping the 

prediction interval as a function of time of day reveals the 

highest uncertainty to be during the daytime, with a peak 

coinciding with the traditional residential consumption 

peak during the early evening. The prediction interval in 

this case, roughly two times the standard deviation of the 

error, shows a similar trend when applied to errors that 

have been normalized by the observed power (results that 

are akin to the mean average percentage error) and also 

when investigating the interquantile range of the none-

normalised and normalised errors. One possible 

explanation for the increase uncertainty during the day is 

due to production from solar PV, which may be especially 

difficult to forecast at low levels of aggregation. This may 

be especially true of EcoGrid 2.0, which is demonstrated 

on an island roughly 35km in diameter, for which a single 

point forecast of the solar irradiance, and no weather 

observations, may not be sufficient. 

CONCLUSION 

In this paper we have shown how a baseline can be created 

and used to evaluate the characteristics of a DR activation. 

Initial results from the EcoGrid 2.0 project are promising, 

showing load reductions and load increases of up to 40% 

and 300% of the total load respectively. However, early 

attempts at precise delivery of DR in the EcoGrid 2.0 

demonstration showed a high level of uncertainty. This can 

be due to the stochastic behaviour of DERs, but also an 

imprecise baseline. 

Baselines with autoregressive elements have been 

proposed in [7] and reduce baseline uncertainty 

dramatically. However, such baselines cannot be used to 

assess whether an aggregator caused the congestion they 

are paid to subsequently remedy, since the aggregator has 

control over the autoregressive variables that go into the 

model. Additional exogenous variables, such as local 

weather station observations, may have critical importance 

for ensuring accurate baselines at low levels of 

aggregation, especially for prosumers offering DR. One 

explanation for increased uncertainty in the middle of the 

day is that solar PV is inherently more difficult to forecast 

at low levels of aggregation than conventional residential 

load, which may indicate that consumers with RES who 

participate in DR schemes are less reliable DR 

contributors. This could be an unfortunate correlation 

since DR aims to better integrate RES, yet the drivers of 

RES – solar and wind – make DR less predictable. 

 

Aside from resolving issues with DR uncertainty, future 

research should focus on scaling up baseline analysis to 

country-wide scale. Neural networks combined with 

modern cloud computing infrastructure are a promising 

avenue for performing this quickly and at low cost. 
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Figure 5 - Prediction interval width as a function of time of day, 

showing greatest uncertainty during daytime. 


