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ABSTRACT 

Competing solutions for automated classification of 

visual issues are coming from two different realms: 

computer vision and machine learning. The author 

relates on the experience of his team with methods from 

both camps to detect and classify visual Points of Interest 

as per request of transmission and distribution utilities. 

The main novelty is the comparison of the performance of 

different methods applied to the same data sets and terms 

of reference. At this stage, no side has yet won but some 

relevant conclusions are already drawn: long term asset 

management tools are required to meet long life spans, 

humans keep key roles in the learning loop; modularity 

goes hand in hand with long term efficiency. 

INTRODUCTION 

Overhead Line [OHL] inspection has been subject to 
increasing levels of automation at all stages. To face the 
need for efficiency and the scarcity of human experts, the 
immediate response has been the dramatic increase of 
data volumes, with sensors moving from PAL or NTSC 
(equivalent to less than 1Mpixel per image) by the turn of 
the century to requests for 12, 24 or up to 50 Mpixel 
cameras with high frame rates nowadays. The goal is to 
move the experts from the field to the office and to 
automate, partially or wholly, the data analysis and asset 
condition assessment process to support decision making. 
A modern typical airborne system could be recording in 
excess of 1Gb per km of OHL track. 
The authors describe their experience related to visual 
Points of Interest [PoI] in Portugal, Spain and France 
using four different examples and different automated 
processing approaches. 

DESCRIPTION OF POINTS OF INTEREST 

The four types of PoI were selected from a wider library 

of issues found during visual airborne inspections due to 

their relevance for utilities and to highlight multiple 

facets on grid reliability, asset condition and on third-

party safety and also diverse algorithmic approaches. 

Stork Nests 

Storks perch and nest on high-voltage towers. While they 

prefer transmission towers, they can also be found in 

distribution grids.  

The primary issue with storks is the reduction of 

insulation due to droppings over suspension chains. 

Secondarily, they make it difficult for linemen to work as 

nests can be cumbersome and heavy (more than 100Kg) 

blocking movements inside lattice towers. In both cases, 

the location of nests and perching spots determines the 

severity of the stork influence. Storks are so important in 

Portugal and Spain that dedicated programs, including 

deterrent accessories, contraception, nest platforms and 

nest transfers, are used to minimise their effects. 

Aerial warning spheres 

Aerial warning spheres are used to warn pilots of low 

flying aircraft (including helicopters and unmanned 

aircraft) of OHL presence; they also raise the line 

visibility to birds. Spheres are localised in some spans 

with particular aerial concerns: e.g. airfields, roads and 

railways; they come in two colours (red & white) which 

can be extended to towers at the ends of spans.  

The main issue is their absence but they can also be a 

point of interest if damaged (usually by lightning) or in 

case they slide along the cable whenever they become 

loose eventually reaching the next sphere or fitting. 

Number plates 

There are two types of number plates (or markings): on 

top of transmission towers, there are tower numbers at 

regular intervals, usually one every ten towers. They are 

intended for airborne patrols. Another type of marking is 

intended for ground patrols: it may consist of plates, 

paintings or engravings on concrete, depending on the 

type of tower or pole. These fulfil two roles: tower 

numbering but also warning the public to the presence of 

high voltage lines. This latter functions is probably the 

most critical, however these “Danger” signs have eluded 

detection from airborne patrols and the remainder of the 

text will consider only the first kind: yellow plates every 

10 towers (the number always ends in zero: 70, 80, etc.).  

The issue is the absence of the PoI, while in some cases 

decolouration or poor readability may also be noted.  

Worn fittings (suspension ball eyes and shackles) 

Assessing the wear of fittings is essential to prevent 

broken cables approaching the ground. All fittings are 

subject to moisture and weather inducing corrosion whilst 

suspension towers add friction and wear to fittings that 

move to accommodate tensions across spans.  

The two elements are considered as two links in a chain. 

As a rule of thumb, a loss of up to 30% of combined 

thickness is found acceptable, while a loss from 30% to 

60% requires preventive replacement and the situation is 

deemed critical above the 60% threshold.  
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POINT OF INTEREST DESCRIPTORS  

All PoI should be recorded in a common asset condition 

database to allow for correlation across the grid location, 

observation date and types of PoI. While some features of 

PoI are common to all, others apply only to some classes 

of PoI and, finally, others are unique to a single class.  

Identification 

The basic PoI identification involves a unique identifier 

(a “tag” or “label”), the date of the observation and the 

location of the PoI. In most cases, the PoI is punctual and 

a coordinate in space (latitude, longitude, and optionally 

altitude) is enough. In other cases (e.g. “corrosion from A 

to B), it stretches along a span or even multiple spans; in 

such cases a “start point” and an “end point” are required. 

While using references to grid assets (e.g. tower or circuit 

identifiers) is important to link field evidence with the 

assets they affect, physical parameters are most useful for 

unambiguous calculations and correlations. 

Decomposing the PoI and their risk 

One common model for risk assessment is the Severity-

Exposure-Probability [SEP] model. Severity defines the 

“cost” of hazards, Exposure estimates the frequency or 

mean time between causes for hazard and Probability 

estimates the likelihood of failure given the said cause.  

When human experts perform risk assessment, they often 

combine, even unwittingly, all these in one aggregated 

evaluation of risk. For automated calculations, it is 

important to decompose the three elements to highlight 

the common features of each observation. In this paper, 

only severity is discussed for the sake of brevity.  

Severity 

As mentioned above, the location of the PoI in an asset 

(e.g. stork nests in towers) determines the severity of the 

PoI. In case of fittings, a ruptured cable on a span 

crossing a highway is much more severe than a similar 

fault on woodlands. The PoI descriptors must concentrate 

these effects on severity only, without “contaminating” 

probability or exposure, so that measurements can be 

compared with other observations. This is straightforward 

in computer vision that uses “physical parameters” such 

as distances, colours or shape but could be misleading in 

machine learning where sample data is classified from 

training sets previously classified by human experts: if a 

tower has double insulator chains, the Probability of 

failure for each chain should depend on the wear of each 

fitting and not on the fact that there is a redundant chain 

next to it. This relates to Severity for each insulator chain.  

Visualization 

Often ignored because it lays downstream of the core 

classification tasks, visualization of PoI in time, space, 

etc., is a powerful mean to understand dependencies, 

correlations and underlying phenomena in order to 

advance PoI classification and condition assessment. 

THE LEARNING PROCESS  

The process of automated classification of visual PoI is 

founded on the ability to formulate a visible issue on or 

near a power grid asset in a manner which can be 

processed by a computer, usually on a quantitative or 

semi-quantitative form (e.g.: discrete scale classification). 

This involves at least the 5 tasks described in this section.  

The problem definition 

The first step is to understand each problem and how to 

relate it to the grid. While a fallen cable due to worn 

fittings is easy to express in terms of condition based risk 

assessment, PoI definition gets more complicated when 

looking at other issues such as bird nests, which are 

related to progressive insulation loss or sudden faults; 

aerial spheres (most likely an issue for aircraft) or 

number plates (which will never cause grid failure). The 

presence of a stork nest is a Point of Interest by itself? Or 

only in case it is located in hazardous parts of a tower? 

(in Portugal and Spain, Transmission operators mount 

nesting platforms on towers). What about number plates: 

is their presence a PoI or only their absence? And how 

should one represent such PoI in the SEP risk model? 

The granularity – or level of detail – of PoI and its related 

data model determines how the detection will perform 

and, most importantly, the manner it relates to the grid 

assets determines the performance of decision making 

support systems feeding on such analysis.  

Implicit to Explicit Knowledge 

The second step is to express expert knowledge in 

computer terms. This involves dialogue and proximity 

work to learn the tricks of the trade. In many cases, such 

knowledge is embedded inside the expert’s head without 

formal representation (“it sounds like a whistle”, an “odd 

colour”, “somewhat corroded”, etc.) while in other cases 

it is “metric”: the extension of corrosion, the number of 

nests in a tower, the percentage of steel lost. This step is 

usually harder for computer vision that formulates rule-

based quantitative algorithms while machine learning 

only requires human experts to classify evidences without 

the formulation of explicit knowledge.  

The Point of Interest Library 

The big promise of machine learning is the swiftness of 

new tool development to address very different issues, 

provided that sufficient, clear evidence and computing 

power is available. While the latter condition is easier to 

fulfil by the day (and welcomes larger evidence files), the 

former is much harder to meet.  

The machine learning paradigm is that one could classify 

dozens (if not hundreds) of visual PoI based on one 

hundred thousand “good enough” images only, waiving 

the need to learn the “tricks of the trade”. The training set 

should include distinct true positives as well as true 

negatives in typical proportions of 2-to-1.  

On the contrary, the computer vision approach is based 
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on deep learning of each type of PoI and its context, so 

development takes longer, although parts of it may be re-

used with other PoI.  

In many cases, these libraries do not exist yet or images 

are too strongly correlated to cover all scenarios. One can 

mitigate this issue by combining human expertise with 

machine learning and improve iteratively. 

Building data sets 

Data sets for visual PoI processing consist of images and 

also of rule sets, and third party data such as technical 

tables for PoI classification. The manner they are 

organized and tagged has an impact on the performance 

of the classifiers. In some cases, scaled-down images are 

used for initial calculations, in other images are used to 

compute “indexes” which are used in latter stages for 

swift classification.  

It is important to preserve the original data (in spite of the 

huge volume) at least during the learning phase. It is also 

important to keep older versions of rulesets and tables 

once they are superseded so that previous computations 

can be recreated. 

Traceability and authority 

The fact that so many different methods can be used to 

achieve similar results coupled to the long span of asset 

lifetimes and upgrades in sensing technology require 

good traceability to revisit earlier results and compare 

them with newer evidence.  

Moreover, since the classifications of Probability and 

Severity are subject to evolving criteria or rules and, 

while performed by human experts, they are also prone to 

subjectivity it is necessary to keep authority tracks that 

allows new classifications by better experts (human or 

computer) while maintaining previous results.  

Reversibility and learning 

The need for reversibility comes naturally in this context 

and through the years, the same data sets have been 

revisited with improved tools to benchmark results and 

build knowledge bases. Learning is a major part of this 

effort as one tries to transfer lessons from one type of PoI 

to the other and to improve asset condition evaluation and 

risk analysis compared to historical incident records and 

decommissioned equipment assessment. 

EXPERIMENTAL RESULTS 

This section describes the detection process of the four 

types of PoI, focussing on the results and the comparison 

of “computer vision” vs “machine learning” approaches.  

Stork Nests 

The largest data set used was for stork nests, a problem 

that has been studied by the author’s team since 2011. It 

consists of over 35’000 photos weighing 270GB, most 

taken airborne; some were intended for stork nest 

inspection but the majority were framed for overall visual 

inspection. The quality is also very fluctuant depending 

on sensors (from old PAL videos to high-end reflex 

cameras), operator skills and inspection protocol (with 

our without hovering).   

Figure 1 shows two frames from a video featuring real-

time nest detection based on shape identification: green 

squares represents candidates and red squares nests are 

candidates validated by successive “voting”.  

 
Figure 1 - On-the-fly nest detection from video 

Figure 2 shows computer vision modular approach (see 

later): identifying the tower top (red lines + green, blue 

vertices) and then the nest shape. Results show a success 

rate of 75%-80% with 5%-10% lower rate for detection 

on the column (these are the least important nests).   

 

 
Figure 2 - Computer vision detection on 12Mpixel photo 

Figure 3 shows straight nest detection using machine 

learning. Initial results had a mean Average Precision 

[mAP] of 60%. After optimisation of the training sets, 

tests carried on a set of 2955 images depicting 762 nests 

reached a mAP=95% meaning a level of 3% of false 

negatives and 26% of false positives.   

 

 
Figure 3 - Machine learning detection on 16Mpixel photo 

Videos of first and third approaches can be found at [1].  
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The location within the tower is associated to severity 

and the automation of the computation is in progress. 

However, it is now clear that it will fork to address two 

different needs: real-time focuses on power faults and 

maintenance which focus on accessing the tower lattices. 

Aerial warning spheres 

The detection of aerial spheres was first performed using 

computer vision techniques based on colour and circular 

shape recognition. Figure 4 shows from the white colour 

segmentation (top left), followed by filtering to reduce 

noise (mostly related to cattle) and then the resulting 

identification. A similar process is run for red and the 

result is shown on the bottom right. Notice that there are 

two false positives in white and none in red since bright 

red is very rare in nature. The overall success rate is 70% 

but the number of false positives remains high. 

 

 
Figure 4 – White sphere detection, filtering, shape detection  

This type of PoI introduces a new level of complexity if 

one delves into the tricks of the trade: spheres must be 

located at regular intervals (50 or 100 metre) and they 

should alternate between red and white, which may not 

be apparent due to perspective in the images. As 

discussed, spheres may be absent or slide along the cable 

(see Figure 5) just like bird protection sleeves next to MV 

fittings (see Figure 6, the detection of this PoI is not yet 

automated). Both types of PoI turn detection into a 

procedure rather than a straight identification from 

observation, making it less suitable for machine learning.  

 

 
Figure 5 - Loose aerial warning sphere 

 
Figure 6 - loose (displaced) bird fitting protectors 

Number plates 

Finding number plates is about finding yellow or light 

coloured quadrilaterals on top of towers.  

Computer vision techniques showed that it was possible 

to achieve 100% identification (hence no false negatives) 

in the test sets with an acceptable level of false positive 

of about 6%. The methods are based on multiple colour 

segmentation followed by voting (see Figure 7). 

 
Figure 7 - Photo (top left) and three colour segmentations 

Since this PoI has no impact on grid reliability, severity 

was used to depict poor readability of plate numbers. 

Optical character recognition [OCR] algorithms were 

implemented to this end with good results. In fact, failure 

by the OCR to recognise the figures was a clear indicator 

that the characters were washed out and needed 

repainting, thus creating a “severity” index for this PoI. 

 

 
Figure 8  - OCR on number plates on top of towers 

Since number plates are a “rare” PoI, machine learning 

showed poor performance (<50%) most likely due to the 

scarcity of the training set (600 images with only about 

100 plates); Figure 9 shows a successful detection. 
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Figure 9 - Plate number detection with machine learning 

Worn fittings (suspension ball eyes and shackles) 

The detection of worn steel rings or links has been split 

into four stages for computer vision: 1) wire detection; 2) 

insulator chain detection; 3) fitting detection and 4) wear 

estimation.  Figure 10 shows the first and third step. The 

last stage has proven to be the most difficult: following 

the tricks of the trade it requires estimating the width of 

both rings (red=22 pixels, orange=16 pixels); it their 

combined thickness is less than 70% of the sum 

(yellow=30pixels) than there is significant wear (this case 

is 79%, thus within limits).In addition to the need of high 

quality images, the procedure is complex enough to defy 

both computer vision and training by machine learning 

until humans come to the rescue. The most promising 

approach is automated removal of “safe” cases followed 

by human expert analysis of potential hazardous PoI. 

 

 
Figure 10 - Wire and fitting detection 

 
Figure 11 - Measuring thickness of fittings 

DESIGN LESSONS FROM THE FIELD 

This section plays the traditional role of “Conclusions 

and Further Work” although written as rules of thumb for 

people involved in similar endeavours.  

It’s never too soon to start collecting data 

Given the need for numerous, diverse samples depicting 

many types of PoI and the long lifespan of assets, it is 

always a good moment to collect and record data with the 

provisions mentioned before. 

As a logical corollary, it is always too early to discard old 

data that may prove valuable to illustrate ageing and the 

traceability of asset condition assessment. 

Split a complex problem into smaller parts that 

allow for immediate classification 

If a complex PoI classification is split into elementary 

modules, it is easier to use the best tools for each module 

(e.g. find insulator chains) and also to reuse modules for 

multiple types of PoI. Moreover, it is easier to improve 

one module and many types of PoI will benefit from it. 

Combine humans, computers and third party 

knowledge to get the best results 

The previous section suggests modularity contributes to 

overall efficiency. Modular approaches make it easier to 

combine other sources of information such as OHL 

tracking [2], rule-base knowledge about sphere spacing, 

etc.. Calling upon human expertise for insight in critical 

tasks and parameter tuning for automated tools will likely 

improve condition assessment at reasonable workloads. 

Keep the learning loop active 

As this field is still emerging, methods, assumptions, 

condition and risk analysis are bound to improve and the 

knowledge base updates, based on traceability and 

reversibility track the learning process.  
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